A User-Based Usability Assessment of Raw Machine Translated Technical Instructions

Stephen Doherty  
Centre for Next Generation Localisation  
Centre for Translation & Textual Studies  
Dublin City University  
stephen.doherty@dcu.ie

Sharon O’Brien  
Centre for Next Generation Localisation  
Centre for Translation & Textual Studies  
Dublin City University  
sharon.obrien@dcu.ie

Abstract

This paper reports on a project whose aims are to investigate the usability of raw machine translated technical support documentation for a commercial online file storage service. Following the ISO/TR 16982 definition of usability - goal completion, satisfaction, effectiveness, and efficiency - comparisons are drawn for all measures between the original user documentation written in English for a well-known online file storage service and raw machine translated output in four target languages: Spanish, French, German and Japanese. Using native speakers for each language, we found significant differences ($p < .05$) between the source and MT output for three out of the four measures: goal completion, efficiency and user satisfaction. This leads to a tentative conclusion that there is a difference in usability between well-formed content and raw machine translated content, and we suggest avenues for further work.

1 Introduction

It is generally agreed that, in commercial contexts, machine translation (MT) output still needs to be post-edited in order to be acceptable to, and usable by, end-users. However, a number of factors have generated interest in the possibility of using raw, i.e. non post-edited, MT output. First, the quality of raw MT output has improved significantly over recent years, thanks to improvements in NLP techniques in general. This is true for some languages, but not for all. Second, the pervasiveness of online MT systems has resulted in users making use of raw MT output for their own purposes, usually defined in MT circles as ‘gisting’. Third, commercial companies who want to implement MT as a way of dealing with increasing volumes and pressure to decrease costs have met with significant opposition from their translation supply base and this has forced a discussion on how to by-pass post-editing or find alternative resources (e.g. domain experts or crowd-sourced volunteers) to post-edit. This situation forces the question: just how usable is raw MT output?

There are relatively few studies of the usability of raw machine translated documentation by real end-users. For example, Tomita’s work (Tomita, 1992; Tomita et al., 1993) focused on the concept of content comprehension. Fuji (1999) evaluated the informativeness, comprehension, and fluency of MT output, where participants had no reference to the source text, while Fuji et al. (2001) measured the concept of usefulness. Jones et al. (2005) measure the readability of MT output. While comprehensibility and readability are frequently considered to be components of usability, these studies address only specific aspects of the concept of usability. Gaspari’s study...
(2004) in which real end users’ needs are evaluated in the context of web usability comes closest to the study presented here. However, Gaspari’s focus is on the usability of online MT systems, as opposed to the text they generate.

This paper reports on a project whose aims are to investigate the usability of raw machine translated technical support documentation for a commercial online service. It builds on previous work which investigates the use of eye tracking as a machine translation evaluation mechanism (Doherty and O’Brien, 2009; Doherty et al., 2010, which focused on the readability and comprehension of machine-translated technical support documentation (Doherty, 2012), and on the impact of controlled authoring on the readability of MT output (O’Brien, 2010).

While there is some divergence around the definition of usability, the majority of terms in the literature closely adhere to the ISO definition. Following the ISO/TR 16982 definition, usability is understood here as “the extent to which a product can be used by specified users to achieve specified goals with effectiveness, efficiency, and satisfaction in a specified context of use” (ISO, 2002). The objective of this study was to establish how usable raw machine translated instructions were for end users in comparison with the original source text, which was in English.

2 Method

To ensure the task was as realistic as possible, we selected English documentation for a well-known online file storage and sharing service. We made an initial assumption that the original English instructions published by the developer were reasonably usable, given that the service has over 50 million users (Barret, 2011). As native speakers of English, both authors judged the documentation to be of reasonable quality and well-formed. These were initial assumptions which would be tested in the project.

Source documentation was selected from the service’s support database and modified to produce six sequential tasks to provide a realistic first session for the user. The authors wanted a series of coherent instructions so that participants could be tested on task completion and efficiency (described later in this section).

A non-domain specific freely available machine translation system was used to translate the documentation. This system was selected also because the scenario of a real end user using this type of system (as opposed to a domain-specific or in-house engine) to translate documentation for comprehension purposes was realistic. The documentation was translated into French, German, Spanish, and Japanese as these were the languages for which we could recruit native speakers as experimental participants and for which the software developer provides a partially localized interface. Twenty-nine participants were recruited (English = 15, French = 4, German = 3, Spanish = 3, Japanese = 4). The criteria for inclusion as participants were: (1) the participant was a native speaker of the target language; (2) they had not yet signed up to or used the online service but (3) they were a prospective real user because they use computers and create electronic documents on a daily basis and could, therefore, potentially avail of the online service to store and/or share files, and (4) they were willing to give consent to participate in a research project involving eye tracking and other measurements.

For the purposes of this paper, all native speakers of English are placed in one group (the non-MT group, n = 15) and all target language participants are placed in one group (the MT group, n = 14). This enables comparisons between the MT and non-MT groups, which are of almost equal number. Comparisons between the non-MT group and each specific target language will be reported at a later date.

In keeping with the ISO definition given above, the measures of usability in this study are:

1. Goal completion: a measurement of the success or failure of the tasks, which were guided by the documented instructions;
2. Total task time (effectiveness): a measurement of the overall duration of the tasks in seconds;
3. Efficiency: measured as the number of successful tasks completed (out of all possible tasks) when total task time is taken into account;
4. Satisfaction: a measurement of user satisfaction of the instructions on a post-task 5-point Likert scale.

A Tobii 1750 eye tracker was used to record the reading of the instructions, placed on the left-hand side of the screen and the task execution, which occurred on the right-hand side of the screen (see Figure 1). The eye tracker captured measures 1-3, while the post-task questionnaire captured measure 4.

Figure 1. Screen Setup

Figure 2. Goal Completion for Both Conditions

3. Results

3.1 Goal Completion

Each task was assigned one or zero points depending on whether the task could be completed fully, e.g. deleting a file, or not at all – one point was earned for each successful task with a maximum of 30 points in total. An independent samples t-test found a significant difference between the conditions ($t = -1.177$, $df = 26$, $p = .25$) where the source text resulted in a lower mean of 437.30 seconds (median = 321.40, SD = 308.94, min. = 165.80, max. = 1352.70) than the target, whose mean was 588.85 seconds (median = 391.80, SD = 372.32, min. = 209.00, max. = 1267.40) – see Figure 3.

Figure 3. Total Task Time in Seconds for Conditions

3.3 Efficiency

As described above, efficiency is calculated by the number of successful tasks
completed against the total number of tasks in the experiment, then expressing this result as a divisor of the respective total task time:

\[ \sum \frac{\text{efficiency}}{\text{total task time (sec.)}} \times \frac{\text{task success}}{\text{total tasks}} = \text{efficiency}\]

For example, participant 1 completed all thirty tasks in 579.40 seconds, giving an efficiency score of 17 compared to participant 2 who also complete all thirty tasks but took 1185.40 seconds, resulting in a score of 8 – in this way we report that participant 1 is more efficient, and has a higher value for this measure.

An independent samples t-test found a significant difference between the conditions \( (t = 2.085, df = 27, p = .047) \) where the source condition was more efficient (mean = 31, median = 31, SD = 15.6, min. = 7, max. = 60) than the target (mean = 20, median = 19, SD = 11.4, min. = 7, max. = 38) – see Figure 4.

### 3.4 Satisfaction

As measured via the post-task questionnaire on a 5-point Likert scale, users were asked to indicate to what extent they agreed with the statement: “I was satisfied with the instructions provided”, where 1 meant strongly disagree, and 5 meant strongly agree. An independent samples t-test found a significant difference between conditions \( (t = 3.373, df = 20.271, p = .003) \) where the source text received higher levels of satisfaction with a higher mean of 4.13 (median = 4.0, SD = .743, min. = 2, max. = 5) to the target condition’s 2.79 (median 2.5, SD = 1.311, min. = 1, max. = 5) – see Figure 5.

### 3.5 Correlational Analysis

Table 1 shows the correlation coefficients for each of the above variables. As indicated in Figure 6, efficiency is strongly correlated with task time \( (\rho = -.978, p < 0.01) \) and moderately correlated with satisfaction \( (\rho = .442, p < 0.05) \), however, this is not the case for goal completion \( (\rho = .185, p > 0.05) \) due to the majority of participants completing all of the tasks successfully.

![Figure 5. User Satisfaction for Both Conditions](image)

![Table 1. Correlation Coefficients (\( \rho \)) for Each Variable](image)

<table>
<thead>
<tr>
<th>Variable</th>
<th>Goal Completion</th>
<th>Satisfaction</th>
<th>Task Time</th>
<th>Efficiency</th>
</tr>
</thead>
<tbody>
<tr>
<td>Source</td>
<td>-.63**</td>
<td>-.34**</td>
<td>-.75**</td>
<td>.47**</td>
</tr>
<tr>
<td>Target</td>
<td>-.34**</td>
<td>-.55**</td>
<td>-.75**</td>
<td>.52**</td>
</tr>
</tbody>
</table>

** Correlation is significant at the .01 level (2-tailed).
4 Summary & Conclusion

Our aim was to investigate the usability of raw machine-translated instructional content for a variety of target languages and to compare that to the usability of the source English content using eye tracking and screen recording to capture user interaction and applying four measurements based on the ISO/TR 16982 definition of usability: goal completion, total task time, efficiency and user satisfaction ratings. By utilizing technical support content from a popular online storage service, and native speakers of each of the above languages, we created a strongly ecologically valid scenario.

We found significant differences \((p < .05)\) between the source and MT output for three out of the four measures: goal completion, efficiency and user satisfaction. This leads us to a tentative conclusion that there is a difference in usability between well-formed content and raw machine translated content.

This phase of the research divided participants into ‘source’ and ‘machine translated’ groups, but there were four distinct languages within the machine-translated group. The next phase will involve looking at similarities and differences across the four target languages.

We have also collated eye tracking measurements such as total fixation counts, average fixation duration and percentage change in pupil dilation, all of which are shown to be indicators of cognitive load (Duchowski, 2007).

Another interesting question is whether the usability measurements will differ if (1) the raw MT content is post-edited and (2) if it is translated by human translators. It is our hope to make comparisons between these different content types in the future.

Acknowledgments

This research is supported by the Science Foundation Ireland (Grant 07/CE/I1142) as part of the Centre for Next Generation Localisation (www.englit.ie) at Dublin City University.

References


